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Moral Uncertainty and Value Incomparability:  

Generalizing the Expected Choice-Worthiness Approach. 

1. Introduction. 

How should agents act when they are uncertain about normative theories or differences in value, such as 

when they have credence in both kantianism and utilitarianism as possibly being the right moral theory? 

A recent proposal is Metanormativism, adopting a method of intertheoretical aggregation that combines 

distinct normative theories' claims into a single decision. This approach's main challenge is that the 

different theories one is uncertain between may not make commensurable value claims. In order to solve 

this problem, William MacAskill has recently suggested using the Borda Voting Rule as the method for 

intertheoretical aggregation. I will criticize his attempt and propose a new method for intertheoretical 

aggregation, Maximizing Expected Expected Choice-Worthiness, which allows us to retain the decision-

theoretic framework and its many advantages. 

2. Moral Uncertainty. 

All moral decisions face issues of both descriptive and normative uncertainty. To mention a few examples, 

we might wonder if we have an obligation to help strangers, favor our friends and family, promote animal 

welfare, benefit future generations, or how we should distribute resources. 

Descriptive uncertainty is uncertainty about the state of affairs of the world. Whether it will rain tomorrow, 

what's the GDP of France, whether giving a stranger money will improve their welfare, and which species 

of animals are capable of suffering, are all issues of descriptive uncertainty. We have some degree of 

descriptive uncertainty about almost all our factual beliefs. The way to reduce this type of uncertainty is 

by figuring out descriptive facts, which includes going out to the world to gather data or doing some 

scientific research. 

However, these issues also depend on moral uncertainty (a subset of normative uncertainty), since even 

if all empirical questions were settled, we might not arrive at a fact of the matter for how we ought to act, 

because we may still not know what the correct moral theory is. Philosophers have come up with many 
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different theories that uphold very different principles as the actions that are good or right. Even 

professional moral philosophers, who have spent their professional lives considering arguments and 

counterarguments for the correct ethical theory, still heavily disagree. According to a survey among 

professional philosophers, 26% are deontologists, 24% are consequentialists, 18% are virtue ethicists, and 

32% classify themselves as other.
1

 How should we act, given that we, and even experts, are unsure of which 

is the correct moral theory for making decisions? This is the main issue in moral uncertainty. 

3. Metanormativism and Maximizing Expected Choice-Worthiness. 

The metanormative field of theories is a group of theories that say what we ought to do when we are 

unsure what the right normative theory is. They attempt to pick the best course of action between a group 

of actions by aggregating different first-order moral theories into a single choice-worthiness function.
 2

 This 

idea of choosing the best action, the action which deserves to be chosen the most, has been called 

Maximizing Expected Choice-Worthiness. Why we ought to Maximize Expected Choice-Worthiness is 

not a moral ought, the ought of first-order moral theories. It is a metanormative ought, having to do with 

what's best to do given that we are uncertain which moral theory is right. 

It is widely accepted among metanormativists that Maximizing Expected Choice-Worthiness is the 

method to be applied when moral theories are both cardinal and intertheoretically comparable. Two 

theories are cardinal if and only if they provide a ranking for their choices (1
st

, 2
nd

, 3
rd

…) and they also 

provide information about how much one choice is better than another. Many consequentialists theories, 

such as utilitarianism, are cardinal, since they indicate not only that a difference of an action A (e.g., killing 

compared to the status quo) is worse than a difference of another action B (e.g., lying compared to the 

status quo) but also indicate how many times how many times opting to kill rather than the status quo is 

worse than opting to lie rather than the status quo (the ratio of differences in value). Two theories are 
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 Bourget and Chalmers (2014, p. 10). 
2

 Here I assume that Metanormativism is the right way to proceed. Some people deny this. People who argue for 

My Favorite Theory such as Gracely (1996) and Gustafsson and Thorpman (2014), and people who argue for 

Normative Externalism such as Weatherson (2014, 2019), Harman (2015) and Hedden (2016) argue that it 

doesn’t make sense to add moral theories this way. I argue against their views in a longer version of this paper. 
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intertheoretically comparable if there is a non-arbitrary exchange rate between the theories' units of 

choice-worthiness. 

Maximizing Expected Choice-Worthiness has been developed as a generalization of Maximizing 

Expected Utility in decision theory. Since the most common suggestion for rational agents dealing with 

descriptive uncertainty situations is Expected Utility Theory, the basic and straightforward thought is to 

extend this theory further, from descriptive uncertainty to normative uncertainty as well.  

First, I will define what such a theory needs to work. Then, I will provide some examples. 

Our belief in propositions, both descriptive and normative, can be expressed as a credence (degree of 

belief) ranging from minimal credence 0 to maximal credence 1, both inclusive. An agent has a credence 

function 𝑐 which takes a proposition 𝑋 and returns a number 𝑐(𝑋), which measures the strength of their 

belief that the state of affairs 𝑋 is true. An agent also has a value function 𝑣 to a state of affairs 𝑋, returning 

a number 𝑣(𝑋), which measures how good it would be to the agent for 𝑋 to be the actual state of affairs 

in terms of subjective utility. Then, if the agent satisfies the axioms of a representation theorem, such as 

the von Neumann-Morgenstern, Savage, or Jeffrey axioms, it gives us a utility function unique up to 

positive linear transformations. 

As an example of how moral uncertainty is to be handled, I will present the same decision matrix in two 

scenarios, one with descriptive uncertainty, one with normative uncertainty, to see how the same way of 

thinking can be applied to both scenarios.  

Descriptive Uncertainty Scenario. 

Say it is very likely to be sunny tomorrow. The agent really dislikes getting wet in the rain, so they think 

the outcome of getting wet is a very big negative. They could carry an umbrella, which would be a minor 

inconvenience. So we can model the situation in the following decision matrix, outlining possible acts and 

states of affairs: 
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 It rains It's sunny 

Not carrying an umbrella Very bad outcome Good outcome 

Carrying an umbrella Good outcome Minor inconvenience 

 

If it is very likely that it will rain or if they really hate getting wet in the rain, then they should be more 

willing to carry an umbrella. Expected Utility Theory nicely captures this behavior, because it's intuitive 

that we should be responsive both to the probability that a particular outcome takes place and to the value 

of these outcomes. The orthodox view among decision theorists is that the rational action is the one that 

Maximizes Expected Utility, which says that an agent should pick courses of action with the highest 

expected utility: the highest sum of values of possible outcomes weighted by their probability. It is an 

action-guiding principle about what's subjectively rational to do in situations when an agent faces 

uncertainty. It has the attractive feature of taking into account both our credences (subjective probability) 

in a particular state of affairs taking place and the value (the level of goodness or badness) the agent assigns 

to each act. In our example, the worse it is for the agent to get wet, or the higher the credence that it will 

rain, both raise their expected utility of carrying an umbrella. This neatly explains why it could be 

reasonable for the agent to carry an umbrella even if they are not very confident that it will rain.
 3

 

Normative Uncertainty Scenario. 

Some clear examples of normative uncertainty include the issues of vegetarianism, abortion, and climate 

change. Here I will just mention vegetarianism. Say an agent is thinking about whether to eat meat or 

vegetarian. The agent is pretty sure that animals don't matter morally, but not certain. If they eat meat and 

animals matter morally, then the action is very morally wrong. If they eat vegetarian, they will be sure that 

they won't be committing a morally wrong action, though they will enjoy the meal slightly less. 

 

 
3

 For a moral scenario with descriptive uncertainty, consider a situation in which a policeman ought to shoot a person 

if and only if that person is a criminal.  Because of the possible terrible outcome of killing an innocent person, it is 

clear that the policeman ought to refrain from shooting if he is not sufficiently certain that the person is a criminal, 

even if he thinks it’s slightly more likely than not. 
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 Animals matter morally Animals don't matter morally 

Eating meat Very morally wrong Allowed 

Eating vegetarian Allowed Minor inconvenience 

 

Both the higher probability that we assign to the badness of killing animals, and the more we like 

vegetarian food, raise the expected value of eating vegetarian. If it seems rational to hedge risks in the 

descriptive uncertainty case (the umbrella and shooting scenarios), it also seems rational and important to 

hedge risk in moral choices.  

In analogy with Maximizing Expected Utility, metanormativists propose that in such cases, one should 

Maximize Expected Choice-Worthiness, where, once again, the rational choice is given by the sum of 

each value weighted by its probability. An agent ought to hedge moral bets under certain constraints in 

order to, in the balance, maximize expected moral rightness and minimize expected moral wrongness. 

4. The Problem of Incomparability. 

Maximizing Expected Choice-Worthiness works for cases where moral theories offer both cardinality 

rankings (they offer numbers for how much one option is preferred over another) and comparability (they 

use the same units of value). If one of the two properties does not hold, we cannot use it for determining 

which is the best action. Even worse, there are theories for which we face both issues at once. 

Utilitarianism is cardinal, and kantianism is ordinal, and they also use different values. However, we would 

need to find a procedure even if we have merely ordinal theories and/or incommensurable values, since, 

for example, an agent might want to choose a course of action that is optimal given that they believe that 

there is a 0.7 chance that utilitarianism is true and 0.3 chance that kantianism is true. Moreover, this 

course of action could be one that is not particularly recommended by utilitarianism nor kantianism. So 

the problem of theory incomparability takes two forms: the problem of merely ordinal theories and the 

problem of value incommensurability. 

The problem of merely ordinal theories says that a merely ordinal position in a ranking cannot be 

multiplied by a probability, so attempting to Maximize Expected Choice-Worthiness would yield 

undefined results for every option. Two theories are merely ordinally commensurable if and only if they 
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provide a ranking for their choices (1st

 option, 2
nd

 option, 3
rd 

option…) but don't provide any information about 

how much one choice is better than another. Deontological theories are typically ordinal, since they say 

an action A (e.g., killing) is worse than an action B (e.g., lying), but they don't assign a numerical value for 

how much killing is worse than the status quo or to lying. They don't say whether it is ten times worse or 

a thousand times worse. Such theories might also hold that comparing moral actions cardinally does not 

make sense; they might deny that there is something like a numerical how good or how bad a specific 

action is. Instead, they simply say that an action is better or worse.  

The problem of theory incommensurability says that if the value to be maximized is different for the 

different theories, then decision theory cannot help us choose the best course of action. It is often pointed 

out that there is no common measure of values between the different theories (such as kantianism, 

utilitarianism, virtue ethics, divine command theory, and common-sense ethics) for a non-arbitrary 

comparison to be made. In order to Maximize Expected Choice-Worthiness, we require that the different 

moral theories for which an agent has credence share or be converted into a common currency to allow 

them to be weighed against each other using decision theory. 

Some people have argued that due to these two problems, metanormativist theories are doomed for 

failure.
4

 Metanormativists have proposed ways of dealing with this problem.
5

 One prominent attempt to 

deal with the problem is importing methods from voting theory, using the Borda Voting Rule to convert 

the ordinal ranking each option gets into a numerical value. First, I will analyze this proposal and evaluate 

its problems. Then I will attempt to provide an alternative rule to deal with this issue of intertheoretical 

comparisons. 
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 Gustafsson and Torpman (2014), Nissan-Rozen (2015), and Hedden (2016). 
5

 Lockhart (2000), Ross (2006), Sepielli (2009), MacAskill (2014), Riedener (2015), Tarsney (forthcoming). 
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5. The Borda Voting Rule. 

William MacAskill has recently argued that if two theories are neither cardinal nor intertheoretically 

commensurable, and merely offer ordinal rankings for options, Maximizing Expected Choice-Worthiness 

is impossible, so we ought to apply a rule from voting theory instead, the Borda Voting Rule.
6

  

Treating each theory as an analog to a weighted voter, the Borda Voting Rule says that we should represent 

each theory 𝑇𝑛 as assigning an integer number to each option 𝑂𝑛 equal to the number of options that 𝑇𝑛 

ranks below 𝑂𝑛. Then we Maximize Expected Choice-Worthiness with the results obtained. We can see 

how the Borda Rule works with a specific example: 

"Julia is a judge who is about to pass a verdict on whether Smith is guilty for murder. She is very confident 

that Smith is innocent. There is a crowd outside, who are desperate to see Smith convicted. Julia has three 

options: 

 

Guilty: Pass a verdict of 'guilty'. 

Retrial: Call for a retrial. 

Innocent: Pass a verdict of 'innocent'. 

 

Julia knows that the crowd will riot if Smith is found innocent, causing mayhem on the streets and the 

deaths of several people. If she calls for a retrial, she knows that he will be found innocent at a later date, 

and that it is much less likely that the crowd will riot at that later date. If she declares Smith guilty, the crowd 

will be appeased and go home peacefully. She has credence in three moral theories: 

 

0.35 credence in a variant of utilitarianism, according to which Guilty > Retrial > Innocent. 

0.34 credence in a variant of common sense, according to which Retrial > Innocent > Guilty. 

0.31 credence in a deontological theory, according to which Innocent > Retrial > Guilty."
7

 

 

In this example with three options, each time an option is ranked 1
st

, it receives 2 points. Each time it is 

ranked 2
nd

, it gets 1 point, and each time it is ranked 3
rd

, it gets 0 points. Then, after assigning their 

respective points, we just Maximize Expected Choice-Worthiness. Finally, we choose the action that 

Maximizes Expected Borda Score. So, in this example, we end up with the following matrix: 

 

 

 
6

 Criticisms to the Borda Rule can be generalized to other voting systems. The choice of the Borda Rule instead of 

more typical ways to add votes in a positional voting system is because it avoids particular difficulties that other voting 

systems face. See MacAskill (2016, pp. 980-991), Tarsney (forthcoming) for discussion.  
7

 I take this example from MacAskill (2014, pp. 63-64). 
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 Utilitarianism 

0.35 Credence 

Common Sense 

0.34 Credence 

Deontology  

0.31 Credence 

Credence 

Weighted 

Borda Score 

Guilty 2 0 0 0.7 

Retrial 1 2 1 1.34 

Innocent 0 1 2 0.96 

 

Since Retrial obtains the highest Credence Weighted Borda Score, our result is that the Borda Rule 

chooses to ask for a Retrial. This is because both Innocent and Guilty were seen as the least preferred 

option by some theory, whereas Retrial is not the least preferred option by any of her theories, so it earned 

more points, which led to a higher final score. 

However, the suggestion of using the Borda Rule when faced with merely ordinal and/or 

incommensurable theories faces decisive objections. 

6. Problems with the Borda Rule. 

One problem that the Borda Rule faces is having to Give Up Independence of Irrelevant Alternatives, as 

demonstrated for voting theory by Arrow's Impossibility Theorem.
8

 Independence of Irrelevant 

Alternatives is the condition that if A is preferred to B out of a choice between A and B, then introducing 

a third option C, which expands the choice set to A, B and C, must not make B preferable to A. The 

same problem arises with removing irrelevant options instead of adding them. For an example of this 

issue, consider again the trolley problem mentioned above: 

0.4 credence in a variant of utilitarianism, according to which Switching > Pushing > Doing Nothing. 

0.3 credence in a deontological theory A, according to which Doing Nothing > Switching = Pushing. 

0.3 credence in a deontological theory B, according to which Doing Nothing > Switching > Pushing. 

In this situation, the Borda Rule recommended Switching. Now suppose Pushing is no longer possible. 

As a result, we have the following: 

0.4 credence in a variant of utilitarianism, according to which Switching > Doing Nothing. 

0.6 credence in a deontological theory, according to which Doing Nothing > Switching. 

 
8

 The other conditions are Pareto Efficiency, Non-Dictatorship, and Unrestricted Domain. By Arrow’s results, one 

has to be given up, and giving up Independence of Irrelevant Alternatives is the least problematic of the four. 
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In this new situation, the Borda Rule recommends Doing Nothing. This happens even though the option 

that was eliminated was Pushing, which is irrelevant to the choice at hand, not even being present in the 

choice set, which is an unwanted and deeply problematic result. 

Another problem I find with using both Maximize Expected Choice-Worthiness and the Borda Rule is 

that they are two different methods to choose the best course of action. The Borda Rule Ditches All 

Cardinal Information, which theories such as utilitarianism, prioritarianism, and others do provide. This 

can have very unwanted results, and it makes Maximize Expected Choice-Worthiness and the Borda Rule 

diverge in results depending on which method we use. Suppose we have a version of utilitarianism and a 

version of kantianism. As we saw above, utilitarianism says that killing animals is a truly awful thing. The 

person slightly prefers eating meat over eating vegetarian. Deontology says that only people matter morally, 

and it only offers ordinal rankings for actions, so we are forced into the Borda Rule: 

0.49 credence to Utilitarianism, which says that Eating Vegetarian > Eating Meat.  

0.51 credence to Deontology, which says that Eating Meat > Eating Vegetarian. 

 

If we calculate the Borda Score, the result is that we ought to Eat Meat. But this is not a promising result, 

since it has completely discarded the fact that for utilitarianism eating meat is a really awful thing, while 

the deontological theory might just very slightly prefer eating meat to eating vegetarian. But because the 

ordinal addition doesn’t allow to say that one option is “very slightly preferred” over another, the 

cardinality of all the other theories is discarded as well. This is linked with the issue that Borda Scores 

treat each step from one option to another in a theory's ranking equivalently (equalizing the distance of 

adjacent ranks), which can be fatally misleading. Intuitively, we know that for utilitarianism its deeply 

important that we ought to eat vegetarian, that gap between eating vegetarian and eating meat is very large 

for utilitarianism. Since the gap for those two options for deontology is unknown, it is assumed to be the 

same as for utilitarianism. But this might not be the case, it could have been very small, which would lead 

to results that are far from what we consider intuitively reasonable. The fact that the Borda Rule Treats 

each Adjacent Rank Equally is more misleading than helpful. Theories where two options are always very 

close in terms of worth (where a million people living or dying barely changes anything), and theories 

which always care a lot about the difference between options (where a single person dying is considered 
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an extremely high loss of value) are simply weighed equally in terms of distance between options by the 

Borda Rule. Examples such as these also mean that if we had been able to Maximize Expected Choice-

Worthiness, we would have chosen to eat vegetarian, while being forced into using the Borda Rule made 

us choose to eat meat. The results diverge depending on which of the two methods we choose. 

A final problem is the Idleness of Maximizing Expected Choice-Worthiness. In most (perhaps all) moral 

situations, we will not be able to make use of Maximize Expected Choice-Worthiness at all, as we will 

always be some credence, however minor, in purely ordinal theories, such as a version of kantianism. So, 

while in theory we have two ways of handling theories, when it comes to application, comparisons always 

rely on the Borda Rule, and Maximize Expected Choice-Worthiness would be entirely relegated and 

never applied. Even if we had 0.99 credence divided between a thousand different utilitarian theories and 

0.01 credence in one version of kantianism, we would be forced to use the Borda Rule if we wanted to 

take kantianism into account. So what initially seemed to be two methods for deciding moral actions 

collapses into always having to rely on the Borda Rule, which is less than optimal for the problems just 

mentioned.  

As a result of these objections, it becomes urgent to replace the Borda Rule with a different method for 

dealing with intertheoretical aggregations of value. And I will claim that staying with the decision theory 

framework offers serious advantages compared to changing into a completely different method, such as 

the Borda Rule.  

7. Maximizing Expected Expected Choice-Worthiness. 

The failures with the Borda Rule point us towards a solution. It would seem that we have intuitions as to 

how different moral theories compare. For example, total utilitarianism seems to put higher stakes in 

issues such as vegetarianism or population ethics than deontology or nihilism. I will argue that we should 

use these intuitions as a starting point for a metanormative theory.  

The same way we have the capacity of finding first-order moral facts, we also have the capacity to find 

facts about how two theories intertheoretically compare. This capacity, as with first-order moral facts, will 

be fallible, and our beliefs can be revised, but that doesn't mean that we shouldn't take it into consideration. 
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Instead of attempting to use a mechanical method to determine what we ought to do metanormatively, 

we should start from our intuitions about what we think we ought to do metanormatively, and then use 

decision theory to get further facts which are internally consistent with the initially given intuitions. This is 

already the way decision theorists think of Expected Utility Theory, as only giving us internal coherence 

constraints but not saying how to set up our initial values.
9

 

Another building block for our theory is that we are uncertain about how two theories compare, and the 

Maximizing Expected Utility framework presented above is to be used under situations of uncertainty. 

What we can attempt to do is apply the same framework again, one level up, to attempt to Maximize 

Expected Expected Choice-Worthiness. In this section, I will develop that idea. 

One way of thinking about how to proceed is pretending there is a unit representing absolute goodness, 

goodness which is not from the point of view of any particular moral theory, to use it as an intertheoretical 

common currency between the theories. The key idea is to analyze an agent’s uncertainty about how to 

make comparisons between 𝑇1  and 𝑇2  as the uncertainty about how to map 𝑇1 ’s and 𝑇2 ’s rankings of 

options onto a single (unified), cardinal scale of degrees of choice-worthiness. This is called normalizing 

choice-worthiness scales. What we ultimately need to construct is an intertheoretical comparison function 

that takes real numbers that represent values and assigns other cardinal values. I will take a simple example 

to explain how this could work. 

The main issue is to hypothesize how normative theories compare between each other. For example, in 

a trolley problem, we are not sure how much the badness of doing nothing if utilitarianism is true is equal 

to the badness of flipping the switch if kantianism is true. However, since we are already in the uncertainty 

framework, the method can be applied again one level up, on the uncertainty over these choice-worthiness 

values or functions. Using decision theory, the agent can represent how confident they are about their 

hypotheses that a particular cardinalization is correct. 

The agent will have some intuitions to set credences about how theories compare. The way to figure out 

our further credences for each of the cardinalization hypotheses is the same way decision theory uses 

 
9

 Some authors which also defend using our intuitions about intertheoretical comparisons are Ross (2006, p. 163) 

Sepielli (2009), Riedener (2015), and Hicks (2018, pp. 172-175). 
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preferences as a foundation for utilities. Preferences are merely ordinal rankings; they only indicate that 

A is better than B. Aside from relying on intuitions to set some credences, we could use lotteries and 

thought experiments to extract more cardinal rankings out of preferences. By wondering what kind of 

lotteries we would accept out of the same action A under 𝑇1 and under 𝑇2, we can begin to extract results 

that show us how to commensurate between theories. For this to work, we have to assume this these 

orderings satisfy the von Neumann-Morgenstern axioms. Wondering about many lotteries and thought 

experiments could help us extract values for different possible cardinalization hypotheses in order to 

figure out how theories intertheoretically compare.
10

 

A simple example of an application could be a traditional trolley problem. I will keep the example simple, 

so following the explanation is manageable. If the agent does nothing, they let five people die. If they 

switch, they kill one person. Say the agent has 0.6 credence that kantianism is true and 0.4 credence that 

utilitarianism is true.  

Then, the agent speculates about their preferences under kantianism by considering thought experiments 

and lotteries. That way, it could obtain many data points about how the theories could compare. That the 

agent would be uncertain about the correct data points is not a problem, since they can have a credence 

distribution over as many possible cardinalization hypotheses as they believe in, and all will be taken into 

account. 

Now we can focus on the part about uncertainty over possible cardinalizations. We don't know how 

Switching and Doing Nothing in kantianism compares to other actions in utilitarianism. We already know 

that a kantian would Do Nothing where a utilitarian would Switch, so we know the value they assign to 

Switch should be lower than the value they assign to Do Nothing should be higher. Then, after considering 

many thought experiments, say the agent reaches reflective equilibrium and has credence over many 

possible cardinalization hypotheses. Here I will just use two cardinalization hypotheses for simplicity, but 

 
10

 Stefan Riedener has recently published some formal results by constructing a representation theorem resulting in 

a similar approach. He shows that besides the von Neumann-Morgenstern axioms, we also have to assume a 

Pareto Condition. See Riedener (2020, Appendix). I thank Christian Tarsney for this observation. 
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the number of cardinalization hypothesis an agent could have could be a very large distribution over many 

conversion hypotheses. The agent will divide the credence between: 

 Kantianism 

Credence 0.6 

Utilitarianism 

Credence 0.4 

 Kantianism  

under 

cardinalization 

hypothesis 1 

0.4 credence 

(0.64 of kantianism) 

Kantianism 

under 

cardinalization 

hypothesis 2 

0.2 credence 

(0.32 of kantianism) 

Utilitarianism  

under  

cardinalization 

hypothesis 1 

0.2 credence 

(0.5 of utilitarianism) 

Utilitarianism 

under  

cardinalization 

hypothesis 2 

0.2 credence 

(0.5 of utilitarianism) 

Switch  

Killing 1 

5 saved 

0.5 0.1 5 10 

Do Nothing  

Letting 5 die 

1 saved 

3 10 1 2 

 

For which we calculate the Expected Expected Choice-Worthiness of options. Then we put everything 

together the traditional way, into a standard Maximizing Expected Choice-Worthiness matrix: 

 Kantianism  

Credence 0.6 

 

Utilitarianism 

Credence 0.4 

 

Expected Choice-

Worthiness 

Switch  

Killing 1 

5 Saved 

0.35 7.5 

  

3.21 

Do Nothing  

Letting 5 Die 

1 Saved 

5.1 

 

1.5 3.66 

 

After calculating Expected Choice-Worthiness, in this particular situation, the result is what kantianism 

recommends, Doing Nothing. But for other values the agent might have to act in a utilitarian way. Even 

keeping the values constant, if we remember that the values for kantianism don’t change with population, 

while they do for utilitarianism, they can calculate for which decisions an agent should act as a kantian, 

and for which decisions they should act as a utilitarian. In this particular example, adding two more people 

to the track (seven instead of five) should lead the agent to act in the utilitarian way. As a general result, 

for small enough numbers, the agent should act in a kantian way, since the difference between killing and 

letting die is big for kantianism. However, for large enough numbers, the agent should act in a utilitarian 

way, since the stakes for utilitarianism grow linearly with population. This is a reasonable result for how 

to act taking into consideration both theories at once: a version of utilitarianism with kantian side-
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constraints. It is not the result we would have obtained if we had considered only utilitarianism or only 

kantianism, but a compromise between them.  

If we want to achieve more general results, we could use a function to capture this behavior. For example, 

to find out the results for all the numbers of people in a trolley problem. I think using functions to capture 

moral theories would be an ambitious project, but one that could help us solve many moral dilemmas at 

once, because many thought experiments can have infinite variations. We would have to figure out the 

different functions of how theories compare to delineate the metanormative field. We would also have to 

figure out reasonable values to input for each theory. The more thought experiments we consider, the 

more accurate this function will be in allowing us to exchange one value for another in terms of choice-

worthiness.  

Maximize Expected Expected Choice-Worthiness avoids the problems the Borda Rule faced. While for 

the Borda Rule it matters a lot how an agents Individuates their Actions, for Maximizing Expected 

Expected Choice-Worthiness it doesn't, as they stay within the decision-theoretic framework and they 

distribute our credences along a continuum. It also doesn't have to Abandon Independence of Irrelevant 

Alternatives, as it is not a voting theory. It doesn’t rely on methodological pluralism and Discards Cardinal 

Information, since it takes into account the cardinality of theories even if one theory is ordinal, so it avoids 

collapsing into a voting rule which ignores cardinal information provided by other theories and makes 

Maximize Expected Choice-Worthiness Idle. 

Another big advantage of the theory is that, tentatively, it could allow comparison between very different 

kinds of value, such as weighing aesthetic against moral values. For example, driving on the Champs 

Elysees puts many people at risk of dying every year, and some die because of it. In that situation, we 

might wonder what kind of loss of aesthetic value might equal a particular amount of risk of a person 

dying or losing a human life. If the Champs Elysees were much uglier, or if the risk of death by driving 

there were much more significant, people would have different opinions on the matter. However, this 

cannot be understood without some sense in which we have intuitions for how different values (aesthetic 
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and moral) stack up against one another. Applying this model would allow us to obtain answers to these 

questions.
11

 

A drawback about Maximizing Expected Expected Choice-Worthiness is that it requires using intuitions 

about how different theories intertheoretically compare. This may seem arbitrary to some, but most 

authors agree that there seems to be no simple algorithmic procedure to convert one currency from one 

theory to another that doesn't give implausible results and respects our intuitions. The intuitions we have 

about how theories intertheoretically compare give us the necessary values to use Expected Utility Theory. 

In practice, calculating the Expected Expected Choice-Worthiness of theories wouldn't be an easy task. 

We would have to figure out the different functions of how theories compare to delineate the 

metanormative field of how theories stack up against one another. Because kantianism and utilitarianism 

would have to add many additional considerations, the function between the theories could be very 

complicated. We would also have to figure out reasonable values to input for each theory. Wondering 

about which lotteries we would be willing to accept and thought experiments would give us indications 

about what the values are, which should be made consistent following the axioms of decision theory. 

8. Conclusion. 

In this paper, I have briefly explained moral uncertainty and metanormativism. I presented the problem 

of value incomparability. Then, I examined the suggestion of using the Borda Voting Rule for dealing 

with this issue. Despite some authors' defense of the Borda Voting Rule as a means of solving the problem 

of theory incomparability, the solution it provides proves highly unsatisfactory. In particular, I argued that 

the Borda Voting Rule has the problems of Abandoning Independence of Irrelevant Alternatives, 

Discarding Cardinal Information, and Making Maximize Expected Choice-Worthiness Idle. In each case, 

the Borda Voting Rule proves undesirable.  

After sketching the deep issues facing this view, I then outlined my own view, Maximizing Expected 

Expected Choice-Worthiness. My proposal, unlike the Borda Rule, does not offer a mechanical 

 
11

 Lazar (2019, pp. 39-41), following MacAskill (2013), points out the importance of these kinds of comparisons to 

avoid the complete paralysis of practical reason. Weatherson (2019, pp. 113-114) offers a different argument for the 

same conclusion. 
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comparison between theories. Instead, it relies on intuitions and estimates via lotteries about how theories 

might intertheoretically compare, which are then formalized using a representation theorem. This allows 

it to both uphold the decision-theoretic approach and achieve results that are more in line with our 

intuitions about how theories intertheoretically compare, which structural accounts fail in doing.  
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